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Sample Midterm Exam #1
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SAMPLE SOLUTIONS (For release: 9/29/05)
This document contains examples of questions that would be typical of the kinds of questions that might appear on a real midterm exam #1.  The actual exam questions will not be the same, or necessarily even very similar, although they will be generally within the same overall topic area, and will have roughly the same overall level of difficulty.

Sample Exam Questions

Question #1 (CIO 1 / POs a,e,o) – Performance and Cost Metrics

Suppose you are in charge of setting up a corporate data center, and you have a total budget of $100,000 to spend on a new cluster of computers.  The users of your data center need to constantly and repeatedly run a given application program “P” on the machines in this cluster.  You are trying to decide what type of computers to buy for the cluster.  The company’s goal is to enable the pool of users to run the program P as frequently as possible – the more often, the better.  You can buy as many computers for your cluster as you can afford while staying within budget.
1a.  Identify the true nature of the problem to be solved, as an engineering problem.  What quantity or quantities should you really be trying to optimize, and for each one, should you be trying to maximize or minimize that particular quantity?  Circle all that apply.


i.  Number of instructions-per-second executed per machine.
Max / min?

ii. Total throughput of your data center, within budget.

Max / min?
iii. Performance of each individual machine on program P.

Max / min?
iv. Cost-performance (performance per unit cost) on P 

Max / min?
of the type of machine that is purchased.

v. Execution time of each machine when running program P.
Max / min?
vi. The CPI of the type of machine that is purchased.

Max / min?

Explanations: 

i. The instructions-per-second or MIPS rating is not what we should be optimizing, because the machine with the highest MIPS rating may not have the best cost-performance, and it may not even have the best performance, either.
ii.  Yes, it is the total throughput (jobs completed per unit time) of the data center that we are trying to maximize, within the constraints of our budget.

iii.  The machine with the highest performance may not be the best because it may be too expensive; thus it may not have the best cost-performance.

iv.  Yes, cost-performance should be maximized.  If we select the machine with the highest cost-performance, and buy as many of them as our budget allows, we will roughly maximize our total throughput.

v.  Execution time on P is not what we should optimize because the machine with the lowest execution time may be too expensive.  (This is just like iii; lowest execution time = highest performance.)

vi.  CPI (cycles per instruction) is certainly not what we should optimize, because the machine with the lowest CPI might neither perform well nor have the lowest cost.
1b. Now suppose that for each type of machine M, you know all of the following quantities:

· The dynamic instruction count IC of machine M when running program P.

· The average cycles-per-instruction CPI of the machine when running P.

· The clock frequency f of the machine.

· The cost C of the machine, in dollars.

Now, formulate an expression for the key figure of merit that you should be trying to maximize or minimize, in terms of the above variables.  Write the expression below.
Given that we want to maximize the total throughput of the data center, we will want to buy as many machines as we can afford of the given type.  The number of machines that can be afforded within budget is approximately

N ≈ $100,000 / C

The performance R of each machine on program P is:


R = f / (IC × CPI)

The total throughput T of all N  machines is then given by the formula:
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To say that we wish to maximize the value of this expression is a valid formulation of the problem we must solve, as an engineering problem.  Note that it reduces to maximizing the value of f / (C × IC × CPI).
1c. Given the below data for the following three machines A,B,C (with IC and CPI as measured for program P) use your formula from part (1b) to solve the problem of deciding which of these three types of machines you ought to buy.  Show your work below the table.  How many times better (according to the correct figure of merit) is the best machine, compared to the second-best alternative?
	
	Type A computers
	Type B computers
	Type C computers

	Instruction count
	12×109
	3×109
	4×109

	Cycles per instr.
	1
	1.5
	2

	Clock frequency
	4 GHz
	3 GHz
	2.8 GHz

	Cost
	$1,000
	$2,000
	$200


Type A computers:

Throughput T = $100K × f / (C × IC × CPI)



= $100,000 × 4×109 (cyc/sec)/
                              ($1000 × 12×109(inst/job) × 1(cyc/inst))

= 33.3 jobs / sec
Type B computers:


T = $100K × 3×109 / ($2000 × 3×109 × 1.5)

= 33.3 jobs / sec

Type C:

T = $100K × 2.8×109 / ($200 × 4×109 × 2)
   = 175 jobs / sec

Computer types A and B will give approximately the same throughput of 33.3 jobs/sec for the $100,000 cluster.  However, computer type C will give us a throughput of 175 jobs per second, or 5.25× better throughput!  This is true even though Type A computers can individually do the most instructions per second (4 GIPS vs. 1.4 GIPS), and Type B computers have the best performance on the job of running program P (0.67 jobs/sec vs. 0.35 jobs/sec), because the type C computers are so much cheaper than either A or B.  Type C has the best cost-performance, or best performance for fixed cost!  (In this case, $100K.)  As the designer of the data center, you should definitely select Type C computers in preference to either A or B, based on the information given.

Question #2 (CIO 2 / POs a,k,o) – Assembly to ML
Hand-assemble the following (Mini-)MIPS assembly-language code fragment to correct machine language.  Fill in your answer in binary in the table below.  Also, annotate the table with lines and labels that clearly delineate all of the fields of each instruction.

loop:
addi
$s0, $s0, -1



bne
$s0, $zero, loop

	31
	
	0

	0
	0
	1
	0
	0
	0
	1
	0
	0
	0
	0
	1
	0
	0
	0
	0
	1
	1
	1
	1
	1
	1
	1
	1
	1
	1
	1
	1
	1
	1
	1
	1

	0
	0
	0
	1
	0
	1
	1
	0
	0
	0
	0
	0
	0
	0
	0
	0
	1
	1
	1
	1
	1
	1
	1
	1
	1
	1
	1
	1
	1
	1
	1
	0


Also, write out the machine code as a pair of hexadecimal words:

0x2210ffff ,  0x1600fffe 
Note: The immediate field of the bne contains -2 because the destination of the branch is two words backwards from where the next instruction executed normally would have been (in the word after the bne).
Question #3 (CIO 3 / POs a,c,o)

Given the following C language function that returns the maximum value from an array, design a correct implementation of this function in MIPS assembly language; that is, hand-compile this C code to equivalent MIPS assembly.  Use standard MIPS calling conventions, except don’t worry about the frame pointer.  Assume that an int is 32 bits.  Don’t worry about whether this particular algorithm works correctly when the max is negative (it doesn’t).
int max(int A[],int n){
/* Find max value in array A */

int m = 0, i;

/* Initial max = 0 */

for(i=0; i<n; i++)
/* For each index in array, */


if (A[i]>m) m=A[i];  /* If >max, update max */

return m;


/* Return the final maximum */

}

Please write neatly, comment your code, and draw a neat table showing any correspondences that you may have set up between MIPS registers and C code variables.

	A
	$a0

	n
	$a1

	m
	$v0

	i
	$t0

	4*i
	$t1

	&A[i]
	$t2

	A[i]
	$t3


max:
    add
    $v0, $zero, $zero
# m = 0;


    add
    $t0, $zero, $zero
# i = 0;

for:
    bge
    $t0, $a1, endfor

# while (i < n) {


    sll
    $t1, $t0, 2

#
$t1 = 4*i;


    add
    $t2, $a0, $t1

#
$t2 = A+4*i;

    lw
    $t3, 0($t2)

#
$t3 = A[i]; 


    ble
    $t3, $v0, endif

#
if (A[i] > m) 

    add
    $v0, $t3, $zero

#

m = A[i];

endif:
    addi   $t0, $t0, 1

#       i++;

    j
    for



# }
endfor:  jr 
    $ra



# return m;

Notes: 

· We are obeying the standard calling conventions with regards to our use of function argument ($a), function value ($v), and temporary ($t) registers, and we don’t need to use the stack at all, since we don’t modify any of the registers that are required to be preserved by subroutines.

· To show the correspondence with the original program, the comments are written in a pseudo-C style, with assembler register syntax thrown in to represent temporary values that have no explicit names in the original C code.

· Note we use the array accessing method of converting the word offset i to a byte offset by multiplying it by 4 (by left-shifting by 2 positions), then adding the byte offset to the array base A to get a pointer to the array element A[i].
How the Exam is Designed

You may recall that the course syllabus listed the following items under “Course Instructional Objectives:”

At the completion of this course, students should be able to:

1. Metrics: 
Calculate and interpret different performance and cost metrics of computer systems.

2. Asm(ML: 
Derive machine code from assembly instructions.

3. C(Asm: 
Derive assembler code from an equivalent C code representation.

…

Later, under “Assessment Instruments,” the syllabus also said:

1. Metrics 
(a) Apply-3, (e) Solve-3, (o) Topics-3
· Students will solve exam problems in which they must analyze descriptions of hypothetical processors to determine their performance, cost-performance, and power-performance.
2. Asm(ML 
(a) Apply-3, (o) Topics-3
· Students will solve exam problems in which they must hand-assemble MIPS (or similar) assembly language instructions to their binary machine-language representations.
3. C(Asm 
(a) Apply-3, (c) Design-3, (o) Topics-3
· Students will solve exam problems in which they must hand-compile short C language code fragments to equivalent assembly language code for a MIPS or similar instruction-set architecture.
As indicated by the letters in parentheses above, the exam problems should also demonstrate that students have obtained the following EE/CpE “Program Outcomes”:

(a) Apply: An ability to apply knowledge of mathematics, science, and engineering;

(c) Design: An ability to design a system, component, or process to meet desired needs;

(e) Solve: An ability to identify, formulate, and solve engineering problems;

(o) Topics: (EE) A knowledge of electrical engineering applications selected from the …digital systems… areas. (CpE) A knowledge of computer science and computer engineering topics including … computer architecture.

We assume that any reasonable question in the field of the course automatically addresses outcomes (a) and (o).  As for (c) “Design,” the C-to-assembly question should address it, and for (e) “Solve,” the Metrics question should address it.
The questions on this exam were composed with the above considerations in mind.
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